Cloud Security Research Proposal - Fabian Narel
(0:00 - 0:54)
Hello, my name is Fabian Narell. In this presentation, I'm proposing a research project on cloud security risk in software and cloud services industry. I'm going to focus on what the industry calls shadow APIs.

For now, you need to know that it's a security risk that often emerges when a team needs speed, but security processes feel slow or unclear. My core argument is that this is more a socio-technical risk that is shaped by tools, incentives, deadlines, and the way responsibilities are divided between cloud providers and customers. I will cover the significance and research problem, my research questions and objectives, key literature themes, the methodology and analysis plan, ethical considerations, the artifact I will create, and a realistic timeline for completion.

(0:56 - 1:28)
Public cloud spending is forecast to reach around $723 billion, forecasted by Gartner in 2024, which means cloud native software is now critical infrastructure for many sectors. But the security outcomes are unstable. Despite heavy investment, many organizations still report API-related breaches, and it matters because APIs are the front door of modern microservice architectures, and they are frequently targeted by automated attacks.

(1:29 - 6:34)
The research problem is a practical contradiction. The software development teams are pressured to deploy fast, while security and compliance models often assume a slower stage-gated delivery. This creates a compliance gap between rigid standards and Agile or DevOps frameworks' velocity.

When that gap is filled day to day, the developers create workarounds, such as quick endpoints, temporary integrations, or bypasses that solve delivery problems now but quietly create ungoverned interfaces later. Over time, those become what Akamai 2025 states as shadow APIs, which are active in production but outside the security team's line of sight. So the question is not only are APIs vulnerable, it is what workflow frictions make bypassing rational and what interventions reduce the incentive.

This leads to my main research question. How do conflicting pressures for deployment velocity versus security compliance could influence the creation of shadow APIs in software development teams? There are two sub-questions. First, to what extent does shift left reduce the friction that triggers these workarounds? For context, shift left is the idea of moving security earlier into planning and development.

So instead of discovering issues late in the software development pipeline, when they could be expensive or could generate a delay in the software release, we bring this at the beginning of the development of such a software. Basically, the question here is whether earlier security focus would actually reduce latency and frustration or whether it simply moves the bottleneck earlier. Second, can a socio-technical governance framework align Zero Trust principles with agile delivery speeds? Zero Trust is often described as never trust, always verify approach.

In practice, it is a maturity approach that emphasizes strong identity, continuous verification, and providing least privilege accesses. My interest is how to translate those principles into something teams can actually execute inside their agile process and CICD workflows without killing the productivity. So together, these questions keep the study actual.

It is not just measuring risk, but explaining how risk emerged from everyday delivery constraints. The main aim is to develop a socio-technical API governance framework that should reduce this constant friction I have identified between the developer velocity and security protocols. I will start by breaking this into three objectives.

The first, I will want to quantify the prevalence of security protocol circumvention in DevOps environment. In the second, in other words, how common are shadow API-like behaviors, what forms do they take, and where do teams report the biggest friction. This should give me a baseline and help avoid using one single dramatic anecdote as the whole story.

Second, I will investigate the qualitative drivers behind shadow APIs. I'm interested in the human reasons, such as deadline pressures, incident fatigue, complicated approvals, ambiguity because of the shared responsibility boundaries between cloud services providers and the customer, lack of clear ownership, and incentives like reward shipping fast and punishing the waiting. The point is to understand the causal mechanism.

Third, I will operationalize ethical principles into automated workflows. In my literature review, I argued that modern security has an ethical dimension. Bridges are not only system failure, they create harms for users.

(6:35 - 10:04)
So, the goal is not more compliance theater, but practical controls that minimize harm while respecting people involved in the research and in development practice. My aim is to take the abstract concepts from the Menlo report as discussed by Finn and Shilton, 2023. These objectives connect directly to my artifact, a model that the teams can adopt, test, and iterate.

My review of the key literature highlights three themes that drive this proposal. The first one is the shared responsibility model. This is foundational on cloud security and cloud services providers.

The cloud security alliance in 2025 notes that the boundary between provider and customer responsibility is frequently misunderstood. Very often, the customers assume that the cloud provider is securing layers, that they are not, and that they are actually customer responsibility. And then, this leads to massive coverage gaps.

The second, the rise of API insecurity. We are moving towards using more microservices, and APIs have become the primary attack vector. Akamai 2025 reports a 33% increase in API attacks year over year, while Gadani 2024 notes that traditional firewalls often fail to inspect the JSON payloads where these attacks occur.

This means that our current defensive tools are blind to the actual threat. And then, third and most important, is the organizational tension. Klu Kurea et al., 2023, identified a translation gap.

They found that, while organizations have high-level ethical guidelines, these fail to materialize into technical controls. This gap is where my research is positioned. I will speak a little bit more about the translation gap in a bit.

Together, these themes imply we need a method that captures both scale and human context, and an artifact that translates principles into executable practice. I have chosen an explanatory sequential mixed methods design, which is critical for answering my proposed research question. And the choice is grounded in the work of Creswell 2022, as he argues that when we need to explain why a phenomenon occurs, quantitative data alone is insufficient.

So, we need to measure the problem first and then explain it. If you look at the process flow in the slide, you will see that phase three is integration. This is distinct from trust analysis, and this is where I explicitly use the findings to build an artifact.

The methodology is not just about observing the problem. It is designed to produce the specific inputs required to code the OPA policy library that I will discuss shortly in the next slide. Phase one is quantitative, an online survey with at least 50 participants from cloud-native software development or DevOps context.

(10:05 - 15:36)
The survey will measure friction points, such as approval delays, security tool in pain, and clear ownership, and reported workaround behaviors that resemble shadow APIs. I will pilot the survey first to check clarity, then release a full online survey for the 50 people. For analysis, I will use descriptive statistics to build a baseline.

For example, how frequent the behaviors are and where friction concentrates. Then I will test associations. For example, if a stronger shift left practices relate to fewer workarounds.

Depending on sample size, this can be crossed out with significance testing and possible a simple regression to predictors. Phase two is qualitative, semi-structured interviews with around 10 participants recruited to capture variations, such as high versus low friction profiles from the survey. And phase three is integration.

I will dedicate a slide to talk more about the outcome. Ethically, this project is sensitive. I'm asking professionals to admit that they have bypassed security, which could put their employment at risk.

So I'm applying the principles of the Manlo report, specifically the beneficence principle, as discussed by Finn and Shilton 2023, which aims that the research must maximize benefit while minimize harm. Therefore, I will ensure no names or employers will be recorded. This is crucial to keep an honest reporting without fear of retribution, as highlighted by Miller and Mautner 2012 regarding ethics and qualitative research.

Participants will be clearly informed that the data is for academic purpose only and all data storage will comply with the UK Data Protection Act 2018. The tangible output of this research will be the Agile Zero Trust Alignment Model or ASTAM. ASTAM integrates security directly into the delivery lifecycle, as shown in the diagram.

It's not just a theoretical model, it is a two-part socio-technical system designed to solve the translation gap, which is identified by Kluge-Correa et al. 2023, as mentioned before. Again, this gap aims to describe a common failure from organizations, that is, high-level principles and guidelines exist, but they rarely become a technical reality that engineers can execute.

So, ASTAM comes to bridge that gap with three components. The first one is the governance matrix, which is the social component. It maps agile methodologies to specific zero-trust verification steps.

So, it defines security questions that must be addressed during the spring planning or refinement of the software in question. So, requirements are not discovered late and then turned into friction. Then, second, the technical part is the OPA policy library.

This is a repository of open policy agents written in Rego that translates the governance matrix in the step before into policy as code. These policies are evaluated against concrete development artifacts, such as open API specifications, API gateway configurations, and infrastructure as code. Third, the CICD gate protocol, which operationalizes decisions.

It defines when a change should fail and be remediated versus when exception can be granted. Exceptions are treated as governed events. They require justification, approval, expiry, and auditability.

This project is scheduled from March to August 2026 and is structured in three phases aligned with standard project management practices. Phase one runs from March to April. During this period, I will finalize the research design, submit ethical approval, pilot the survey, and refine the serial trust and API governance literature to ensure the instrument reflects current thinking.

The MySQL is coming and validates survey ready by the end of April. The phase two runs from May to June. In May, I will deploy the survey to relevant communities, and I will begin interviews in late May once initial survey responses allow targeted recruitment.

Data collection is planned to be completed by the end of June, and quantitative analysis will begin as soon as survey responses are sufficient. By mid-June, I aim to complete the main statistical analysis. Phase three runs from July to August.

Here, I will integrate findings, develop and document the framework, and implement the initial OPA policy scripts and CICD gate decision logic. So, August is going to be reserved for the refinement and the final submission. That's it.

I hope that you have enjoyed this presentation. Please reach me if you have any further questions about the project.

